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The subject of this work is dedicated to studying fine-tuning techniques of
large language models within the context of custom domain. The goal of the
work is to analyze methods of fine-tuning large language models, compare their
productivity and quality of results with limited amount of training data, and
explore their utilization in customer support systems. This article describes
preparing a dataset, various methods of fine-tuning and evaluates them using a
custom data set. Domain specific help articles and the client queries in a
"guestion-answer” format were used as data.

Introduction

Customer support systems play a crucial role in the product lifecycle and
help shape and increase customer loyalty to the product. There are several types
of client inquiries: informational requests, technical support, feedback, and
various scenarios for their processing.

During the processing of informational requests, various difficulties may
arise related to vague question formulation, unavailability of information, large
knowledge base volume, answer relevance, data privacy, and security. The use
of large language models (LLMs) can reduce the processing time of customer
queries and provide answers based on the company's knowledge base. There are
several types of large language models for working with natural texts such as
transformers, recurrent neural networks (RNN), and models based on
convolutional neural networks (CNN). Smelyakov [1] evaluated the
performance of some modern convolutional neural networks, In the domain of
image search and retrieval, Smelyakov et al. (2020) [2] introduced an innovative
approach that can be partially applicable for natural language processing tasks.

Transformer architecture was introduced by Vaswani et 2017 [3], which
has become the basis for many state-of-the-art natural language processing
models, including BERT, GPT, and others. The main concepts of Transformer is
tokenization, embedding, attention, pretraining and transfer learning. In the
context of LLM, transfer learning involves fine-tuning a pretrained model on a
smaller, task-specific dataset to achieve high performance in solving a new task.

There are several types of parameter tuning for large language models for
use in a particular field. Full parameter tuning optimizes the entire model for the
target domain, but require large amount of labeled data and computationally
expensive. Parameter-efficient fine tuning often involve selectively updating a
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subset of the model parameters while keeping the rest fixed or updating them
with a smaller learning rate, particularly useful in scenarios where labeled data
is scarce or when deploying models to resource-constrained environments.

Low-Rank Adaptation of Large Language Models or LoRA [4] freezes the
pre-trained model weights and injects trainable rank decomposition matrices
into each layer of the Transformer architecture. (-LoRA starts with the idea of
approximating the weight matrices of the pre-trained language model with low-
rank matrices. Quantization is a compression technique that reduces the bit
width of the parameters and/or activations of LLMs to improve their efficiency
and scalability [5].

Experiment Planning

During the preparation process, the knowledge base of the Comsend project
was exported, along with the history of requests and responses from the
customer support system. Articles were saved in txt format without additional
markup. In total, 139 articles were processed, with a total volume of 150,157
characters. For processing the data obtained from the request history, the
"question-answer” format was chosen. Duplicate questions and gquestions
without answers were filtered out. Personal data was replaced with placeholders.
For comparison, we used open-source large language models with different fine-
tuning parameters such as LLaMa-2-7B and GPT-J 6B.

The LLaMa series is recognized for its efficiency and the ability to perform
a wide range of language tasks with less computational power compared to some
other models.

GPT-J-6B is an open-source large language model (LLM) developed by
EleutherAl in 2021. As the name suggests, it is a generative pre-trained
transformer model designed to produce human-like text that continues from a
prompt. The optional "6B" in the name refers to the fact that it has 6 hillion
parameters.

In research we trained LLaMa-2-7B and GPT-J-B6 with 4-bit quantization
and compared it with the untuned LLaMa-2-7B model. We used a Python
programming language in the PyCharm development environment.

To fine tune models was vused Google Colah, a free cloud service based on
Jupyter MNotebook. After model fine tuning, an API was developed for
integration into the customer support system. For new customer queries, three
response options were generated by different models.

The support manager evaluated the relevance of each response on a scale
from 1 to 5, where 1 represented the worst variant and 5 the best. 124 customer
queries were processed, and the following results were obtained (tabl. 1).
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Table 1 — Customer support answer rates

Muodel Support management rates
1 2 3 4 5
GPT-]-B6 fine tuned 18 21 31 28 26
LLaMa-2-7B fine tuned 9 11 20 41 43
LLaMa-2-7B 28 31 29 23 13

The manager's rating of 1 or 2 was interpreted as negative, while 3, 4, 5
were interpreted as positive, resulting in the following values (tabl. 2).

Table 2 — Results of prompts

Model Negative Positive
GPT-]-B6 fine tuned 31,5% 68,5%
LLaMa-2-7B fine tuned 16,1% 83,9%
LLaMa-2-7B 47 6% 52,4%
Conclusion

Based on results of research, the following main conclusion can be made.
Model trained on global dataset without fine tuning significantly fall behind
models fine tuned with domain specific dataset. LLaMa-2-7B produces more
relevant results, but takes more resources to fine tune. Providing detailed
domain specific dataset for fine tuning increases response accuracy, but on other
hand requires more computational power.
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TOJATOK I'

MIPE3EHTAIIVIHAI MATEPIAJI 10 KBAJTI®IKAIIIITHOI POBOTH

] MHICTEPCTBO XAPKIBCHHUA
OCBITH | HAYKH HALIDHANBHME
B yxerinm YHIBEPCHTET

NURE | PAmOEREKTPOHNOA

[locnigkeHHst moaeni iHTerpauil couianbHO-30piEHTOBAHUX
iIHbopMaUiMHUX MoAeNen LWTYYHOro IHTENEKTY AN CepBiciB
pobOoTK 3 KNieHTaMm

Kinpiy Ian Cepriniouy, IN3m-2¢2-1

HaykoBuia kepieHWK: npodh kacheppu M|
CwmenskoB Knpuno CeprinoBuy

—) 23 4epBHa 2004

[locnigkeHHS

Benwki moBHi mogeni (LLMsS) MOXyTb 3aCTOCOBYBATUCA ANA BUPILLEHHSA
LLIMPOKOro CNekTpy 3aBAaHb B 06aacTi 06pobku NpupoaHOT MOBUW, HANPUKNAA!

- [eHepaujia TekcTiB (4aT 60TV Ta BipTyasibHi aCUCTEHTN)

- MuTaHHA-BIgNOBIAI (NOLYKOBI cMCTEMU, CNYXOWN NIATPUMKN KNIEHTIB)
- AHani3 HacTpoiB (MOHITOPUHT 6peHAy, MapKeTUHIOBi 4OCNIAXEHHS)
- Knacuodikauia tekcTie (cnam ¢inbTpuU, KaTeropusaLisa KOHTEHTY)

- [epeknag

MeTor poboTK € OLHKA MOX/TMBOCTI BAKOPUCTAHHA MOCTHABYEHWNX BEJIMKUX
MOBHUX MOAener B cuctemMax NiATPUMKN KOPUCTYBaYiB, Ta aHani3a MeToAiB
NOCTHaBYaHsA

[— —
o —
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[locTaHOBKaA 3aaul

Benwki MOBHI Mogeni HaBYeHi Ha 3araJibHUX AaHWX. 3aCTOCYyBaHHA TakKuUX
mozenei 6e3 L04aTKOBMX HanaluTyBaHb B NMEBHIl ranysi He fa€ 3a0BiNbHNX
pe3ynbTaris. Mig yac poboTn HeobXiaAHO AOCNI ATV METOAN NOCTHABYAHHA Ta
MOX/IMBICTb HABYAHHSA PI3HWUX MOJeNei 3 3aCTOCYBaHHAM [ aHnX
KOPUCTYyBauiB.

OUiKYETLCS L0 NOCTHABYEHI Moaeni 6yayTe reHepyBaTu TEKCT BigNOBIAHO A0
3anuTy, BUKOPUCTOBYHOUW JaHi Ta iHpopMauito cneuurdiuHy Ans AoMeHa.

MeTogonoris

Ans NocTHaBYaHHA BENVKNX MOBHUWUX MoJeneli BukopuctoByBascs MeTos Q-LoRA -
Quantized Low Rank Adapters. OCHOBHMMW NPUHLUXMNAMKN SKOTO €:

- Hwn3sbkopisHeBa aganTauia (Low Rank Adaptation, LoRA) nepeabavae AoAaBaHHA [0
napameTpis MoAeni HA3bKOPIBHEBUX MaTPKLIb, AKI HABYAKOTLCSA Nij 4ac TOHKOro
HanawTysaHHS. Lle fo3BoNAe Mogeni 36epirati OCHOBHI NapaMeTpu HE3MIHHUMM |
TiNbKW KOpUryBaTK NapaMeTpu 3a JOMNOMOror HeBeIMKMX A0AATKOBUX MaTpULb.

- KBaHTyBaHHS (Quantization) Lo Nepejbadvae nepeTBOPEHHNA NapameTpiB Mogeni 3
BWCOKOTOUYHOro dopmaty (Hanpuknag, 32-6iTHoro) B MeHLW ToYHWIA (Hanpuknag, 4-
6iTHMIA). Lle 3HauHO 3MeHLWye 0bcar nam'aTi, HeobxiagHWI ana 36epiraHHs | 06pPo6KK
napameTpis mogeni.

——
| .



CxeMa cUcTeEMM

mar support sys

Onuc nporpamMmHoro 3abe3ne4vyeHHs, Lo
6yno BUKOPUCTAHO Y AOCHIOKEHHI

Ana ekcnopTy AaHWX 3 6a3n 3HaHb, Ta CUCTEeMN 0BPOBKN KNIEHTCLKUX 3BEPHEHb
6yB cTBOpeH AP| KNiEHT 3 BUKOPUCTaHHAM MOBM Python.

- [NocTHaBYaHHA Mogenel BiabyBanock B cepesoBuLLi Google Colab 3 T4 GPU
15G RAM

- HanawToBaHi mogeni 36epiratoTeCs B NprBaTHOM peno3iTopii Hugging Face

- Bebcepsep peanizoBaH 3a gonmorow Python ¢pelimBopka FastAPI

- [nq iHTerpadii B cuctemy nigTprmkm kKnieHtis ZohoCRM 6yno po3pobneHo Ta
peanizoBaHo BigxeT 3 BukopuctaHHaMm Node S Ta zoho-extension-toolkit

- [AnA 36epexeHHs CTaTUCTUYHUX JaHUX BUKopucToByBanu CYB/, PostgreSQL

——
| .
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30ip AaHuXx

Mpn 06pobLi KNIEHTCBLKMX 3aNUTIB MeHeaXepy No PoBOTi 3 KNIEHTaMK
OLiHIOBaNWM 3reHepoBaHi BiiNoBiAi 3a HACTYNHUMN KPUTEpIiaMu:

- 3MICT i BiANOBIAHICTb 3aBAaHHIO
- [pamartuka i opporpadis

- CTpykTypa i 3B'3HIiCTb

- Ctunb i ynTabenbHiCTb

Ko>eH 3 KpuTepiiB OUiHOBaBCA 3@ N'ATUOANBHOK LWKaNo ge “1" - Hauripwuin
pe3ynbTaT “5” - Hankpawni

——
Q-

30ip AaHux

Ockinbku MeTpuKa “3MIcT | BIiANOBIAHICTb 3aBJaHHIO" Ma€ BUpiLLanbHe 3Ha4YeHHA To
[ANSi pO3paxyHKy 3arajibHoI OLiHKM 6yB 06bpaH MeTo/, BaroBOro ycepeaHeHHs.

HacTynHi Bary 6ynmn obpaHi Ana po3paxyHky:
- 3MICT i BigNOBIgHICTb 3aBAaHHK — 0.45;

- 'pamaTtuka i opporpadis — 0.2;

- CTpykTypa i 38'A3HicTb — 0.2;

- Ctunb i yntabensbHictb — 0.15.

——
e

51



Pe3ynsraTt eKCrnepumMeHTy

Mig Yac ekcnepumeHTy 6yno 3ibpaHo 124 ouUiHKM LLOA0 3reHepoBaHMX
BiANOBIAEWN Ha Pi3HI KNIEHTCbKI 3aNNTK, HaZaHi MOCTHaBYEHEMU MOAENAMMN
LLaMa2, GPT-] ta Chat GPT v3.5

Haasa meTpukm

3MicTb i BIANOBIAHICTL
Mpamaruka i opdporpadiis
CTpyKTYpa i 3B'A3HICTL
Ctunk i untabensHicTb

CymapHe 3Ha4eHHs

GPT-J-B6
1,335483871
0,5967741935
0,6258064516
0,4233870968

2,981451613

LLaMa-2-7B

1,569512195
0,6790322581
0,7258064516
0,5431451613

3,517496066

Chat GPT v 3.5
1,42983871
0,6887096774
0.6193548387
0,4221774194

3,160080645

AHani3 oTpMMaHuX pe3ynesraTiB

Micns aHanisy pesynbTaTiB MU MOXEMO 3p06UTK BUCHOBOK, Wo Chat GPT v 3.5
AA€ He3a0BINbHI pe3ynbTaTh, ge npmnbnnsHo 40% BiaNOBIAeN HE MOXYTb
ByTV 3aCcTOCOBaHI B KOHKPEeTHIW ranysi. Lle Bmmarae 4o4aTtkoBoro
HanawTyBaHHA 3 BUKOPUCTAHHAM [JaHWX, NOB'A3aHUMU 3 rany3sto, abo

noAanbLlIOro HaB4aHHA Ha OCHOBI I'Ii,ELI(EBOK.

LLaMA-2-7B nepeBepLuye GPT-J-6B Ta Hagae peneBaHTHI pe3ynbTaTtu,
BMMararo4m MeHLle 064ncNoBanbHUX pecypciB ANA 404AaTKOBOro
HaNalTyBaHHA. Ane Bce 04HO icHYe 6n13bko 20% npono3uvyin Big LLaMA-2-7B
AKi HEMOXX/IMBO 3aCTOCYBaTW B NPAKTUYHIN pO6OTI.

——
o —
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[Tybnikauis pesynberaris

Pe3ynbTat poboTtu npeactasneHi nig yac XXVII MixkHapoAHOro MONOAIKHOIo
dopymy «PAAIOENEKTPOHIKA TA MONMOAb Y XXI CTONITTI»

MigrotoBneHi Ta NoAaHi matepiann gnsa NpeacTaBieHHS Ha KOHbepeHLil
Computer Science and Information Technologies (CSIT)

[Tiacymkum

Micna aHanisy pesynbTaTis MU MOXeMO 3p0b1TU BUCHOBOK, LLLO MOAe b, HaBYeHa Ha
3aranbHux gaHmx (ChatGPT), aa€e He3af0BiINbHI pe3synbTaTy, ge NnpubnmnsHo 40%
BiANOBiZei He MOXYTb BYTW 3aCTOCOBaHI B KOHKPETHIl ranysi, Ta nocTHaB4YaHHS

HeobxigHe.

BMKOpUCTaHHA BENVKNX MOBHUX MOAeNei 3 BiAHOCHO MasIok KifIbKIiCTIO napameTpis
AO3BONSIE MPOBOAUTU MOCTHABYAHHS LUBUAKO, Ta 3 BUKOPUCTAHHAM JOCTYMHWX
cepeAoBuLL, ane Masni Mojeni reHepyroTb MeHLU 3B'A3HUIA TeKCT, 3 6iNbLIoKo
KINbKICTIO rpaMaTYHKUX Ta opporpadivuHnx MOMUNOK.

ICHYHOTL IHLWI MoAeni AKi MOXHa BUKOPWUCTOBYBATU ANA NMOCTHaBYaHHA i aHanisy.

——
| .
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